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FOUNDATION OF EMBODIED AI COURSE NOTES

1. erid =L HbR

AREENL, A AT Transformer, Flow Matching, VLA, WAM S5#188 \12H1FAE, SEHEIE=ARE: H
BRI fnl B B B ZR, AR BN AN G IE IR M2, DA ARIB A VLA / WAM Q0fal 580K 5 B SEHL AR Ao
REE WAM LRSI B RN 28 S, SR mEMSiigis,
A B R MERNEE O S M mL. 1BS/NFEETSEEERREN, VLA FEMN YT E e, —5% WAM R R
AR, TUAPIRZSER SRR RERAE, RN S EHEEA R, “REMH Transformer” 5 “REPRMA IR A
ENEGIE N

Yk FHLHR IN® SRRk =

IR A . BIFE. BUEEM GPU-hours. step/s. WE{HTTE. WIFES
E31

VLA / WAM #E3 HISRALER, IR, M Token BIRIERN p50/p95/p99. GPU ZA7,
Action Chunk %EjR

HLES N FIRHAT NHThE AR E, st WBISERGE, SERTRE, RERRE

TR AR 2 WERB, il 4 FEHISR, JI/ACRERER. BN R

1: VLA/ WAM KRS ARl aER (M)

Gam R - ?'a‘%\)

SRR ET 2R

TR A B R AR B R ), — R TRISY 2T U2 VLA / WAM SR — BN RE RGN ESR, IREAE, &E, JI5E
B FH BT 88 AR R IR PUTHME IE, X MBI SR AT, Action Chunk K, 2 FIIRIER 5 SR R BHIER
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FOUNDATION OF EMBODIED AI COURSE NOTES

U RIER AVIE IR AR IS 7 0

CZ-‘I‘Eq ~ Tcamera + Tpre + Tencoder + Tcontext + Tgenerator + T‘transfer + Tqueue'

S SEHEA IS SEURA BB TR AAT, ARG ST T LI L 24 RO EIHE . WAM 19 Theraior TTHEELES
PIRIEIERE S K0 B HIRIIGE MR, BT B,

2. Jft4 Transformer 5 WAM gk &1 5t?

2.1 Attention W55 A7
KT X € REX4 Scaled Dot-Product Attention

.
Q=XW, K=XWg, V=XW,, Atn(Q,K,V)=softmax (QK + M) V.

A

M FRHER, BASSAE Token ##0, FREFE Attention MEARE XL O(L2d); BXPEERIVEMRE O(L?) 17
filfo mTHERZAENE A, AT LA KA Token $RFPFIKE L, KK WAM A 5187 Attention SIS T
P, EAZATE WAM #EE,

2.2 P Token M2 RIRERR WAM FIBRNJS?

AREMME S F W, Sl H x W DERAE, fHE patch 774, AR NIEPLESHEI Token

L x F HlW/? Ltotal = Lcontext + quture + Laction'

video

XE H' W B8 VAE R4S patch HPRIVEROIRZ N, AR RN TR, EREWIM—0E DIT
TAIRES S AT R, SANFIE, MVIEE R, ATRERNE SRS, Attention THEMIHEMFEIR, @i 48 XAl
RER KM, BUNFBAPUREREE, IARERIER Token BUR /I,
2.3 gRiAr 5 BRE LR

Mygin ® Myppamms + M,

train params

+ M + M, + M,

rads optim act temp*

WE, BE, USRS S B R AE, | checkpoint FISF R NREERRBSEIGEF, MIRAIERIHS
ARG, VAE %, WEREREE, sI{ESEGR B TTERA, 5 GPU FHHRMEN, A CPU fi#g. SSD/M&TT
MR g, iR BRI GPU,

3. FlashAttention: E3XMikEHIl Attention

3.1 MR AP R RE S HBM Viff
XFEAAS Head, ANESZILH

S=QK'/Vd, P = softmax(S), O=PV.

BRMM O WA L x d AR, S5 P H#E L* ~ER. ML = 4096, BF16 (2 Byte) Jfil, {X—4> Head H—3k
4096 x 4096 FEFFRLLIFE 32 MiB, EARTT AHAM Head, FiERIGN K&,
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FOUNDATION OF EMBODIED AI COURSE NOTES

3.2 Tiling %5 Online Softmax

FlashAttention 73Ut Q, K, V, 1Ef BIRIFARER Softmax St &, K EH S, P V(b3 HBM, RE—EFIWITEE
S ERAME m. 8B € 5RIEF—ERN w; #HP logit 5 value 73514 s;,v;, N

m’ = max(m, maxs;),
J
V= emfm'g + Zesjfm/,
J
W =y + Z esi*m/vj,
J
o=u'/t! (AEEEERE) .

EAETE & NIRZEE N A Softmax Attention; {&H 8 H A% Attention 1Y O(L2d) HAE & B RLM,
FlashAttention-2 BUH#FH47{T5544; PyTorch fiscaled dot product attention (SDPA) mJDAfEFRZMTAR ML
W#. [4.5,10]

R FEEMRYAETA? ERIERL?
FlashAttention YR Attention PIEPHY HBM 117/ AR & (&ANIRZEERID

KV Cache P55 AR L R AR KV TEAE AR A

DiT Caching FHAREMEAD AR /R E T A BHEZIEUEH
IR | 2K TR/ B AR AR R P 8 JE O A R SR Y

X WAM [FJeR, SCill &S Attention EMIIEFEIE, FHIWifEH SDPA / FlashAttention, 4§ Token, T2B/VELS
DiT [F3ERIXEL, FlashAttention HIIEMIKX Attention, TIEEBEHEIR/LHZZE DIT MWEE AL,

4. W0MgR: VLA 5 WAM 3ilffest 2.2

Bk petilllies FEArL R

BF16 / IR & HEE R EANER 0 WA7 A FEBETEE, R GPU 587
FlashAttention / SDPA P74 Attention Vi 77 R Mask, KE5E&

Activation Checkpointing HER BT A7 RIEEREER, 2HHER

LoRA / P R4, D RTIZRBEE AL SR IRES 5E% Backbone Hii[Al{/y Al GE & Bt

FSDP / S8 A ZRGHESESARM AR BAF BN AR

VAE FHIF% A7 UREELIM Y B2 I 18k 5 R A i BREATL 1] 5 8 5 T D) SRASE SR NPT RE SR
I Token 45 / TR RAE R DIiT 1 RSB RIREHASCIBEN,  FEfi 5 I B 45
HARTE | 5 DU #% GPU ¥fF CPU 8if7{% FAUHE RAM, SSD 1 CPU sl

4.1 VLA: EMMERISSE LR

£ 70/70.5 XUk& VLA S, #isgmises. VLM 5301E LR AR AR E R, 745 Backbone Biffi ]l LoRA ] DA
BOFTNZRIRE, HANSRAP 285 SR8 fighh S 15 1, USRI AT T A —E B B (%. 1E4k Off-policy RL IR [X 53 Actor
e, Replay RIS S Learner EFHAVAI; X8 T/5YIZREMIRMENR, MiiE#— Attention BRI, [1,7]
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4.2 WAM: & “DEBTHRRA Bghs ik
AT— B A YIZRRT DA S

L.

]oint:’c +)‘ £

video a”~action»

EXHRET RIS K, HARERITE WAM #SR AN IZRE; BIla0 DreamZero {3 HIHAE RIS Flow
Matching JEEEZ HbR, [11] AXFERIR BRI & MR VAE, 728 DIT, #hfEsk. OB UEEEE IS, AT{tsedefr i
&5 HL A PACBRESE FUAUURFE, P35 808D Pl i sk 22 S ECEHE L,

FEIRVERR, fEVRfT, FAESH, MIREREES BOH AT 548 nT RERS R0 5 FRMEI RIS, ORI W22 ah 1
PR ZE, RMESIERESES R, M~ 2HRE GPU-hours,

5. KV Cache 5 DiT Caching: H MLY%

5.1 KV Cache WIP1# 530
X Transformer 58 ¢ B, W EAZERTSA Key / Value:

V4 V4 4
e = (k) VYY), Mgy ~ 2n,BLhyd,b.
Hebn, NEE. BAME. LAFHEKE. h, 7KV Head . d,, WEKHEE, b HEITEFTH, 200: 32 B, 8KV
Heads, 3k 128 4, BF16, batch=1. 2048 Token, #J/& 256 MiB; X AEFFHAIINE, [1]

KV BEBG™ M FIV R TR 2 R A7 AL B TR B R R MRS 2 (L) Token, HAXE, (rE%Y. Attention Mask S A IR
F—8 TEAMHIH p. BUNERER g 7R, ATUHAREBRRRE:

M = Lﬂ\jpp —oo‘| (AT: Query; %l: Key) .

gp 99
i b AL RS, MRS KV AR BOE N, X REREME R EEA @A Mask,

5.2 0 / 0.5 [ RiZES ] B HE
SURIEZEN ¢ = (1,1,s), R “7=0TF. 7=18E HAE:

r,=(1=Ta+re, v@,me)=c—a, Loy = Elvp(a, 7.0) — (e —a)|2.

REERM 21 ~ N (0, T) IR Y. SRTILSE/ I S BTSHE —IRANMERAEI 2 0 Uil B A28, RIA]JE Prefill, FfiE&13)
TELHED BRI BATHR KV, EREGEIGZG, Mol oER,; 5oL HFARIER SR G/
ZRATRSLIFREE L. [1]

5.3 WAM: I E R SCRAEARE T IRGAR KA

HIEJT WAM AT PAZR A7 CRRIARI P SE RS, X R — DRI S EBIHATHN S KM, DreamZero fEHIT— M5 H I
TS/ E R RSO s S R, DRI A A R 2T R SR R A, [11] TAESCBL4ES N B 8%, Attention Mask 5
ZAPIRS 2 FFTRI RSN T H KV FHREiEE A, ISR EEFEER, AREJCIRIAHEEHALIR A H 5
Jis,

X T DiT Caching: DreamZero f DiT Caching FI|F#H2E Flow Matching 7 FITRINNIER & 75 TAIAE LU, 121 2 BB S5 AR
FHEEE R, 1ok, EHEE AR DIT finxE 16 2L 4; XAILUE S B A ERELRIER KV Cache
A [11]
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6. Flow Matching 5 WAM ZW35Hipf

6.1 JCHFA PRI IR IR HEPILT 5
Xt ABIEL R N ER VLA, IS #N

TVLA ~ Tencode + Tpreﬁll + N, aTexpert + Toverhead'

MU —ZERE & DIT WAM, BT

TWAM ~ Tencode + Thistory + NeffTDiT(Lvideo + Laction) + Toverhead'

PN MR, AR B A8 AT, O RAES . 48 L RS, hdes DIT, &3 CPU—GPU JaJE#RA]
REARL, FEEANIRD N g N LB R EIR

6.2 DreamZero: #&%t. 9. B =ik

DreamZero f# ] 14B SEEITINZRMIAY BT, WA S ST EHEATIR S Ko 1IR30 — AR HEBI ST &5 47 5.7 #Y/8)
PEBR, it CFG W +7£17. DiT Caching. torch.compile/ CUDA Graphs, Wiz 5EE M. B/ LUK DreamZero-Flash,
REAEH GB200 FL&E Tk £9 150 ms/ahEPL, Rt 38x Mk, £ 7 Hz AFFEESEHT, [11,12]

RALIZR Bl R DreamZero X EN
RA%: CFG F1T W& XS Z D BRI 55 SR (]
A%:: DiT Caching IS AR AT o (19 1 FEAER A2 DIT Y8 FH B
Sl 45i%/CUDA Graphs /> Python 5 Kernel J 3744 WAk CPU A 51F
SEL: IRERE /R PR EAA R 5 E IR R T IEBUE B =
i DreamZero-Flash VAR AR — B ERT I ZRNE S 5347 G ) (T E

giil 18, 38x ;21X Table 1 TEE T AL EER R ETHEE L, 2 DreamZero-Flash BT K1 38x; 183 Table
3 19 2.33x M ZFFE(ESSH 350 ms 5 150 ms IJELEE, —FHREEIRA,

6.3 DreamZero-Flash: J{tAABEEEARPYSS IR —25?

PSS SRR IR — D R IRIIR] ¢ B, A8 2 2 LS PRSI A KA OIZRMT . (EL B R A] RE TR 2275 P DAL 53
et 20 ) A 1 T i 1 B T A, T2 R —HEBE R DL

DreamZero-Flash TEIIZ5/5HIR H AR RIRAE, ISORBIN

tvideo =1- n,  n~ Beta(7’ 1)’ taction ~ U(O’ 1)7 [E[tvideo] = 0.125.

EENHZ5E: XM DreamZero [ ¢ = 0 XM, 16555 5.2 YRR 70 iIdSLEMR. B, P ¢ fwia o 21
MRS5S “IUITy S B = N EAE BN £, T2 S8 PR A il s PR A, IX AN AR 7 SRR B oA TSR FATs oA
AR A E . [11]

Jii (B3 Table 3) P T2 Table bussing {551 FFYHERIN )
DreamZero 4 83% +6.1% 350 ms
DreamZero (E#EHN—H) 1 52% +10.2% 150 ms
DreamZero-Flash 1 74% 4+ 10.1% 150 ms

XSRS T BT 551 Task Progress (BMH + bRifElR), NREEMESSKIIR; 150 ms TRER GPU, (LR PR THRA]
IRENRE GBI A, Z5 R8RSR NGRNEF o4, PIRE b H 08D SRR 2 3 A Bl ) s —ah e B R v
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7. EWHLERA . SRS PR T

7.1 R 5 S E PO o I )
RAREERIIARN f., —DalERE H DahtE, W4 RSN D

Ty =—.
T,
#il4n DreamZero HI—IRE IR Bl 48 DENE. 30 Hz, FLHRAE S 1.6 £, (HENEIKE A% T BB R,
WA T AR, [11]

[ RA 7 AR R IAIRE R AhER AT P TRIERE,  ATATRE{EVIHIN T %SE; RTC (Real-Time Chunking) ffHEZ
AVERITHIBIEEN S, B LR/ R DR, e

A1 = af)?ﬁnftmda pepr—1 ~ Pol- | 0t7a6?;cnfllitted)‘
RXRINEF AR TRE, T2 RTC 528 H L, RTC MRIUEJRYE Transformer #EFREE P ; YIZRN S ERTZR LA Z AR T4
HIY inpainting FUEEHR, [2,3,8]

7.2 WAM: HSOWMNE S 50 R

WAM JERAAER “BIAR 5 SRR MIKHI: T4 Action Chunk BIFIRHIN R —be; W5 R A
HURARIRE, BRHFEERY, M F AR ERM OB A, %HUHS RTC AL, {H DreamZero Y
RHHGTRR AR T O RTC, [11]

MEERIPXRIR R MEHISEATEE, SHRRF RSN

99
Tp + Tnetwork + T <

infer jitter

+1T,

margin

= F

CAURIAEIZ A NRAES “BRIE” shEZE M X, T REMEIA R e s a4 075 W LN 4E 5% (Age of Information),
p95/p99. BRYIMIIERE/ MERE S, FEhIERER 2 MOB BN G2 2R,

7.3 Zh WAM B35 ) i

ZFE WAM 7] DAEHEE KM GPU, (HMZSHTEE, B 1T TE, BRUBASIFIZNIE N T RIBHHE A3, i SR 2
BRIZERRNGITZIBIERHE,; BRSNS A B =N, SNEEEEES; TEEIRE N 25 R, R
2, MRS “HEBRYY RREZRUR I 1 53 i .

HNTFHET. A, MibARMEIRS Zeime i S o, M R PSR SR E S BEEE B, TR
A AR O e M,

8. 10.5. GROOT. DreamZero 5 Dream-1 X}LL

8.1 A RIBRLERIAA ]
B/ 2R PR 2% FEERNE W) Rl Al LR 5 P
70/70.5 KU VLA Flow Matching Z/FH: SN KV, BUSSHL RTC WU TR
GROOT N1 Ui VLA VLM %14 + DiT #fFk SDPA. DiT &, MuRiAE  ZFHIGER, BEMHEND
a1 AR A/ Token FEKV, oK, Token i KHHEHSIRERR
4y
DreamZero KBS WAM RRAFIL & + shiE A Token, DiT Caching. WA BT S RGEE H-E

Flash., R
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AREMTEIGH “FrE WAM #HL VLA 87 F9451E: WAM r] DMETSTEIRAS, R PERIUIREA R 1iaqT; AHM LB
BEEESS. iR, BFESREER. [7,9,11]
8.2 Dream-1: &AW MILTTEAEF T A GPU A

Dream Labs F 2026 4F 10 A &7 Dream-1 BB J7 /28, FREEIL API #=§1R WIS FHdLas A, XEATFRIRS WA
Dream-1 3 35J0//hM, Dream-1-flash 2 o/, HFREXRIEFIRE 1.6 BORIEIERFH, [13]

XL H AR T AR RS T 3% D2 BOR M e, e THEWHEIRZE GPU &, IZ4ME. SUiE RESZMLGIE
JRECAHIER B RE R IR BRI A, FiAl2 1.6 ROBIERIR, HFTAEWRERSHRFEE 1.6 WA EE, Nmuiikss, B
I E API [ p99 SMENMIEIR, iK%, B ETRVERABRITEO,

8.3 LL#% VLA 5 WAM I 445 ] IR (- 2.2

FORE: GPU KA GHE, FR/RMATTA, MHESG PR, /i, ZP 8. Action Chunk K&, FBAISER
HEHER (BR4F p50/p95/p99). MIZSIEIR, ANfEMHAR, REPITHER, DIKFE—(ES5RME NIRRT, R
Tokens/s, HBRISEERIMIIRITHAS, AR BOAE MR LIS SRS IRIE

9. TRREORERE: LW, P

[SLEES iR LW I RS

Zx OOM BF16. #AMMH LT3, Checkpointing, MEE CUDA Kernel F4f
PEFT/FSDP

GPU TR EAK SRR, VAE 217, BUETE. FH R REMRSHMN GPU
#

Attention (4 k& SDPA/FlashAttention, Mask #%%. Token ERIAFTH Mask &6 &P
R4

VLA S48 Prefix KV. B8 ZM, HwWiF P E, Al D=

WAM #4i—zh1E DiT 1& i Token, DiT Caching, »#ill%. Bk B KV 5 DIiT &%

TR PAE B kT 5% SHHIT. RTC. NFRP. ZibRE eSS0y midiiEad=]

P sty InE p99, FULHERE, EFLENEILE, & HBEMRS W latency
bUIEPEE:

AR E TREUZE, KBRS I, Z24W 8 WAM/RTC #ifEZe 2l ds

TR : FMfES TS EARZ 4, AMmENEIZER R EIR, BERIEHFERIVEM Attention, K&
DiT, #MERFEEIER. WAM FBTEMRERTIAM SR, EH AR, IR 5 RSt TR,

10. ANAE 5 IRBTI )8
Q1: FlashAttention, DreamZero-Flash &[] —# “Flash” I? “~g, Fi#E ZIELAE Attention BRI 10; J5H KM
—BNERR S LA ISR A, /D AR B AT 52,

Q2: KV Cache fll DiT Caching —#£I? F—Ff, RIEERBOCR AR MR ERERN K/V; Ja3 @ F T U AR
PR TN BRHIE

Q3: WAM R HBAHARMBRIL A RGB A REFEH? £ —iE, BEEMRN AT DHERES R, B R AE R T
SEHINMESS, (HANERERIARBHIRAE AU L B AT,

Q4: DreamZero [ 38x Rl — P A RN RIVEIEL? N2, 38x BERMARIIR; Table 3 KIPYL | —H R LN
2.33x, HAFRERFEES LI,

Q5: 150 ms/Chunk 2HEFETHLERA 30 Hz HH? T2, B ERaERIRNRZENERITHRAR; MRS W
SR 0 A DR EAE R VL RE ST
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Q6: WIFE VLA / WAM &% CUDA 5 KV Cache SZHRIN? b, MR TR, REARME. ZGEZ, LN
HEAMZ g, RAARNTIERA RSN, A RA Triton/CUDA,

11. &5i¢

HE R @0 AR, MRINGR. BRGER, WG, ShEEslt. HIUEF5mRIR 58K
ARERIZIHR, VLA HREMUEFMEEHMESNELZI D PR, WAM IEFREBMIM Token, BX& DIT HHE5 P 5K
ASHEHT,

—A4]3§Id1Z: FlashAttention fift—iX Attention; KV Cache %1t B AZERISE; DiT Caching i {BU S F A% 25 1§ 25 ;
DreamZero-Flash FIIZRME S VA E SR DB aEAERR; RTC 5 FRAHUTIHRBRIBRRS SRSV SR B S Z2H
JEREFEHI 7R,

SR

Physical Intelligence, OpenPI pi0. py: Prefix KV caching and flow-matching sampling.

Black, Galliker & Levine, Real-Time Execution of Action Chunking Flow Policies, NeurIPS 2025.

Physical Intelligence, Real-Time Action Chunking with Large Models, 2025.

Dao et al,, FlashAttention: Fast and Memory-Efficient Exact Attention with I0-Awareness, 2022.

PyTorch, Scaled Dot Product Attention B 77 SZH4.

PyTorch, Maximizing Training Throughput Using PyTorch FSDP, 2024.

Physical Intelligence et al., 70.5: a Vision-Language-Action Model with Open-World Generalization, 2025.
Black et al., Training-Time Action Conditioning for Efficient Real-Time Chunking, 2025.

NVIDIA et al., GROOT N1: An Open Foundation Model for Generalist Humanoid Robots, 2025.

Dao, FlashAttention-2: Faster Attention with Better Parallelism and Work Partitioning, 2023.

. Ye et al., World Action Models are Zero-shot Policies (DreamZero), 2026 ; F{{E>R H 12X Table 1, Table 3 5 §§3.1-3.2,
. DreamZero authors, B 77 i H 71, 2026.

. Dream Labs, Zero-Shot to New Robots: Introducing Dream-1, 2026-10; & 0'E 77 BEE RSN,

¥ 0 N ok W

R = =
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https://github.com/Physical-Intelligence/openpi/blob/215abfb217dbac7d5f1273282331b9b1866c0479/src/openpi/models/pi0.py
https://arxiv.org/abs/2506.07339
https://www.pi.website/research/real_time_chunking
https://arxiv.org/abs/2205.14135
https://docs.pytorch.org/docs/stable/generated/torch.nn.functional.scaled_dot_product_attention.html
https://pytorch.org/blog/maximizing-training/
https://arxiv.org/abs/2504.16054
https://arxiv.org/abs/2512.05964
https://arxiv.org/abs/2503.14734
https://arxiv.org/abs/2307.08691
https://arxiv.org/abs/2602.15922
https://dreamzero0.github.io/
https://dreamlabs.ai/research/dream-1/
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