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Learning an initial stabilizing controller is an

important step in many learning-based control
tasks. This poster studies the statistical hardness of
learning to stabilize linear time-invariant systems.
Our analysis shows a larger class of systems that
are hard to learn to stabilize compared with earlier

work [2]. This work is published in [1].

Problem Setup:
Given

* adiscrete-time linear time-invariant (LTI) system S

Main Result: Consider two special LTI systems with
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Key insight: if the class C,, contains a pair of systems
(A4, By) and (4,, B,) that are hard to distinguish, and
not co-stabilizable, then learning to stabilize is hard.

Proposition 1: There exists a state-feedback controller K
that stabilizes both (4, B;) and (4,, B,), only if
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Comparison with Existing Result:

Tsiamis et al. [2] Stable A Degenerate noise
Our Work Unstable Non-degenerate
A noise

Compared with [2], the system classes in our work are
not necessarily hard to identify, but still hard to
stabilize.

Experiments:

LMI-based sufficient condition

fromaclass C, : Certaint ival LOR
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algorithm, the least amount of data for learning to
stabilize arbitrary systems in C,, grows exponentially
with the state dimension n. Specifically,
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wheren22,r>1,and0<v<r;—1.

Consider a learning algorithm m that

i. interacts with the system for N units of time, and
ii. outputs a linear static state-feedback controller K
at time N.

We want K to stabilize the (unknown) system S.

Data —< 7 7 N
Learning algorithm 7T | C belongs to D
‘<.clags C

2nl 1
Og%,

System Dimension n

System Dimension n

e The key ideas in the proof: Current work: _ . o
—— Unknown i. Use Ackermen’s formula to show that (4;, B;) and Redl.‘lce sample complexity by using dynamic time-
Learned policy K system (A,, B,) are not co-stabilizable (Proposition 1); varying controllers.

ii. Show that the KL divergence between (4, B;) and

(Use your favorite algorithm m: model-free, model- (A,, B,) decays exponentially with n (indistinguishability).

based, etc.) References:

[1] X. Zeng, Z. Liu, Z. Du, N. Ozay, and M. Sznaier, On the
Hardness of Learning to Stabilize Linear Systems, CDC, 2023
[2] Tsiamis, Anastasios, et al. "Learning to control linear
systems can be hard." Conference on Learning Theory.
PMLR, 2022.

Question: Given a class C,, of linear systems, how
does the sample complexity for learning stabilizing
static state-feedback controllers depend on the
system dimension n?

i +ii + Birge’s Inequality =» at least exp(n) samples to
learn a stabilizing feedback gain for an unknown system
being either (A,, B;) and (4,, B,).



